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Abstract: In this paper we will present the results achieved 

from our experiments which predict the bankruptcy of 

limited liability companies in Romania, using artificial 

neural networks. All information and data used were 

received from the Romanian Ministry of Public Finance and 

National Trade Register, the data being reported by 

companies in 2018 and 2019. The data set is mixed, 

consisting of both public and private data. The private data 

could be used following an agreement with the two 

institution mentioned above. The sample consists of both 

healthy companies and bankrupt companies, each company 

comprising a total of 17 variables to analyze. The result 

obtained was good, more precisely following the 

experiments performed, it resulted in an accuracy of 97.67% 

for training, respectively 96.27% for testing. 

Key words: bankruptcy, artificial neural network, Altman 

model, artificial intelligence, intelligent alghoritm. 

 

1. INTRODUCTION 
 

Bankruptcy is one of the most studied and 

controversial issues in economics. Over time, various 

studies have been done on its anticipation. There are a 

multitude of models developed for bankruptcy 

prediction that use machine learning techniques, the 

reason for this choice being the ability to adapt.  

Bankruptcy is defined as the state of insolvency of a 

natural or legal person, established by court decision. 

This situation has been studied for a long time, being 

a topic addressed by companies, banks and the 

research environment. The difference between 

bankruptcy and insolvency is that the state of 

insolvency is that state of a company's assets which is 

characterized by insufficient funds available to pay 

certain, liquidating, and due debts, while bankruptcy is 

the insolvency procedure applied to the debtor for 

liquidation. his assets to cover liabilities. Although it 

may seem essential that bankruptcy affects a small 

number of people, in reality it has an extremely high 

impact on the company's management, employees, 

customers, suppliers and can often affect the 

community in which the company operates.  

Given that this is such an important topic, research has 

shown that there are a variety of ways used to predict 

bankruptcy, some purely economic, and others using 

technology and artificial intelligence. The first models 

developed were the economic ones, among the best 

known and used being the "Altman Model", the 

"Conan and Holder Model" and the "Taffler Model". 

As a branch of artificial intelligence, Neural Networks 

are considered to be the most suitable for data 

exploitation, with applications in prediction and 

classification problems. In this study we will present 

the results obtained following the development of a 

bankruptcy prediction system for a Romanian 

company, using artificial neural networks. 

 

2. MATERIALS 

 

2.1 State of the art: Economic Models 

Bankruptcy is such a studied subject, many models have 

been developed for its prediction, the first being statistical 

and economical. Four of the most widely used and well-

known models are described below; the result of the 

calculation of each model with Z will be called [1, 2]. 

The Altman model is a model developed in the United 

States in 1968. This model groups companies into four 

classes according to the test result; The result of the Z test 

was further noted. The four classes are described in Table 1. 

 
Table 1. Altman Classification 

Altman Model Classification 

The value of Z Class  

under 1.8 Imminent Bankruptcy 

between 1.81 and 2.7 Liquidity Deficit 

between 2.71 and 2.99 Solvency, low risk 

over 3 High solvency, non-existent risk 

 

The variables used in the Altman model are: 

 v1 = Operating Result / Total Assert 

 v2 = Turnover / Total Assert 

 v3 = Equity / Total Debts 

 v4 = Current Assets / Total Assert 
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 v5 = Own sources of Financing from Profit / Total 

Assert 

Z = 3.3*v1 + v2 + 0.6* v3 + 1.2*v4 + 1.4*v5 

The second model presented is the one proposed by 

Concan and Holder, it applies to companies that have 

between 10 and 500 employees. The model was 

proposed in 1978 using the following variables: 

 v1 = (Claims + Cash and Cash Equivalents) / Total 

Assert 

 v2 = Permanent Capitals / Total Liabilities 

 v3 = Financial Expenses/ Fiscal Value 

 v4 = Staff Costs / Added Value 

 v5 = Gross Operating Surplus / Total Debts 

Z = 0.16*v1 + 0.22*v2 – 0.87* v3 – 0.1*v4 + 0.24*v5 

Using this model an enterprise can be classified as can 

be seen in Table 2 based on [1, 2]. 

 
Table 2. Conan and Holder Classification 

Conan and Holder Classification 

The value of Z 
The probability of going 

bankrupt 

< 0.04  65% - 90% 

0.04 < Z ≤ 0.1 30% - 65% 

0.1 < Z ≤ 0.16 10% - 30% 

> 0.16 Under 10% 

 

The Taffler Model analyzes a company's performance 

by reporting to other companies in the same industry 

and generalizing results across the economy. The 

variables used are: 

 v1 = The Gross Result / Current Debts 

 v2 = Current Assets / Current Debts 

 v3 = Current Debts / Total Liabilities 

 v4 = Fiscal Value / Total Assets 

Z = 0.53*v1 + 0.13*v2 + 0.18* v3 + 0.16*v4  

Depending on the value of Z, companies are ranked on 

two levels, these levels are presented in Table 3. 

 
Table 3. Taffer Classification 

Taffler Classification 

The value of Z 
The probability of going 

bankrupt 

≤ 0.2  High  

≥ 0.3 Low 

 

The last economic model we mention is purposed by 

Romanian Professor Băileșteanu. This model uses the 

following variables: 

 v1 = Current Assets / Current Liabilities 

 v2 = (Net Income + Amortization) / (Interest Rate + 

Medium and Long Term Loan Repayment Rate) 

 v3 = Fiscal Value / Customers 

 v4 = Profit / Cost 

Z = 0.444*v1 + 0.909*v2 + 0.052* v3 + 0.0333*v4 – 

1.414 

A company can be classified in one of the classes 

presented in Table 4. 

 
Table 4. Băileșteanu Classification 

Băileșteanu Classification 

The value of Z 
The probability of going 

bankrupt 

< 0.5 Imminent Bankruptcy 

0.5 < Z < 1.1 High Risk 

1.1 < Z < 2 Low Risk 

> 2 Almost Zero Risk 

 

2.2 Models Developed using Artificial Intelligence 

Due to the severity of the bankruptcy, a multitude of 

models have been developed to anticipate it, using 

artificial intelligence. There are numerous studies that 

have addressed this topic, and the best results, from the 

perspective of accuracy, were those presented in [6] 

and [7]. 

In [3], eight intelligent algorithms were compared: 

Linear Discriminant Analysis (LDA), Logistic 

Regression (LR), Decision Trees (DT), Learning 

Vector Quantization (LVQ), Artificial Neural 

Networks (ANN), Support Vector Machines (SVM), 

Support Vector Machines with Genetic Algorithm 

(SVM_GA) and Support Vector Machines with 

Particle Swarm Optimization Algorithm (SVM-PSO). 

The results obtained from the perspective of accuracy 

are presented in Figure 1 based on [5]. The best 

accuracy presented in this article is 95% for an 

algorithm using support vector machine. 

In [7], several algorithms were compared, the best 

value of accuracy was 100% using a four-layer neural 

network and the dropout rate equal to 0.5. The next 

best value of accuracy was 98.67%, for an algorithm 

using support vector machine. 

 

2.3 Theoretical Background: Regression vs. 

Classification 

In artificial intelligence, supervised learning aims to 

provide a correct output for a new input, based on a set 

of previously studied pairs of inputs and outputs. There 

are two types of problems that can be solved using 

supervised learning: regression and classification. 

Both problems, from a mathematical point of view, 

come down to determining an unknown relationship 

between the inputs of a system and its outputs. 

Regression is the process of finding a link between 

dependent and independent variables. The algorithm 

aims to predict a result for new input data [5]. The result 

is a continuous one, it is represented by a real number. 

The classification is the labeling of a new input, so the 

result is a discrete one, being part of a predefined set [4]. 
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Fig. 1. Accuracy Analysis for Different Algorithms 

 

For each problem presented above, various algorithms 

have been developed, some specific to each problem, 

and others adaptable, with small modifications, to both 

problems. A good example of this is the decision tree 

and the artificial neural network. 

 

2.4 Intelligent algorithms 

 Logistic Regression: solves the classification 

problem, defining an algorithm that models the 

relationship between the values of a set of independent 

variables and a dependent variable, represented by 

belonging to a class / category. 

 Vector Support Machine: solves the classification 

problem, works very well for high volume data; in 

principle, a hyperplane is identified to separate the 

positive class from the negative class. 

 Decision tree: can solve both a classification and a 

regression problem; is a “white box” learning 

algorithm and data of any type can be used, the purpose 

being to create a model that predicts the value of a 

target variable based on several input variables. 

 Random forest: used in classification or regression 

issues; in essence, it is a model built from a large 

number of small decision trees, called estimators; each 

small decision tree makes a prediction, finally 

combining all the predictions of the estimators to 

produce a prediction as accurate as possible. 

 Artificial neural network: used both in regression 

problems and in classification problems; has a structure 

similar to a biological neural network, consisting of a 

multitude of nodes, arranged in a graph on several 

layers; can identify dynamic and nonlinear 

relationships between data. 

 

2.5 Artificial Neural Networks 

 

As we presented in the previous paragraph, this 

technique tries to simulate the behavior of a biological 

neural network. A biological neural network consists 

of neurons, which contain: dendrites, soma, axon and 

synapses. Dendrites look like a tree and are responsible 

for receiving information from other neurons with 

which the neuron is connected. Soma is the place 

where the information received from the dendrites is 

processed. The axon is the channel through which a 

neuron transmits information, and the synapses 

represent the connection between the axon and the 

dendrites of other neurons. If we were to draw a 

parallel between a biological and an artificial neural 

network, the dendrites represent the inputs of the 

network, the soma is a node, the synapses are the 

weights, and the axon is the output. The information is 

global, being stored and processed throughout the 

network. An essential feature of networks is their 

ability to adapt. 

An artificial neural network consists of a hierarchy of 

layers; each layer being composed of one or more 

computing nodes (neurons). The neurons on each layer 

are closely related to both the neurons on the previous 

layer and those on the next layer. There are three 

categories of layers: input, hidden intermediate and 

output. The input layer is unique and lacks a predecessor 

layer; it does not contain actual neurons, but is just an 

abstract layer, meant to specify the number of variables 

that the network expects as input. There may be one or 

more hidden layers, consisting of a random number of 

nodes. The output layer, also unique and without a 

successor layer, consists of one or more neurons, 

depending on the problem solved by the network. 

Neurons in the same layer have no connections.  

Artificial Neural Networks have the ability to extract 

important information from large data sets because they 

consist of a set of simple, highly interconnected, parallel 

processing units. The layers are composed of nodes; each 

node consists of two parts: the linear calculation part and 

the nonlinear calculation part, arranged successively. The 

linear calculation part takes the input variables and 

executes the function f (X) = W (X) + b, where the vector 
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X (x0, x1, ..., xm) retains the input values, W represents the 

weights associated with them and b is a real number 

called bias. The nonlinear part receives the result of the 

function f (X) and applies a nonlinear function, called the 

activation function [7]. 

The learning is done as follows: from the input you go 

through all the layers and nodes of the network, the 

output of a layer being the input of its successor layer. 

Two algorithms are used during learning: Gradient 

Descent and Back-Propagation.  

Gradient Descent is by far one of the best known and 

used optimization algorithms used in machine 

learning; it aims to minimize a function. 

Mathematically, a gradient is a partial derivative 

relative to an input. The gradient can be viewed as a 

slope of a function: the higher the gradient, the steeper 

the slope and the faster a model is learned. 

Training a model means determining (learning) good 

values for all weights in the labeled examples. In 

supervised learning, a machine learning algorithm 

builds a model by examining many examples and 

trying to find a model that minimizes losses. 

Loss is a penalty for a bad prediction. In other words, 

the loss is a number that indicates how bad the model's 

prediction was on a certain example. If the prediction 

of the model is perfect, the loss is zero, otherwise the 

loss is a positive real number.  

Back-Propagation is an algorithm that aims to 

minimize the cost function by adjusting the weights 

and bias of the network. The level of adjustment is 

determined by the gradient of the cost function in 

relation to the given parameters. At the end of the 

network, the output must be evaluated using a loss 

function, which compares the result obtained by the 

network with the actual output and penalizes the 

network errors. The result of the loss function must be 

as close to zero as possible; based on this function, the 

back-propagation process begins, after which the 

weights change. This process is recursive.  

A very important process in the development of an 

artificial neural network is the normalization of the 

data used, especially when the distribution of data is 

not known. This technique aims to change the values 

of the numeric columns in the data set to use a common 

scale, without distorting the differences between the 

value ranges or losing information. Some methods of 

normalization are: 

 Resizing (min-max normalization): one of the 

simplest methods, scales the data in the range [0,1] or 

[-1,1]; the selection of the target range depends on the 

nature of the data; the general formula for a min-max 

of [0,1] is: 

x’ = 
𝑥−min(𝑥)

max(𝑥)−min(𝑥)
 , where min(x) represents the 

minimum of the characteristic vector and max(x) is its 

maximum of the characteristic vector 

 Simply normalization [20]:  

x’ = 
𝑥−�̅�

max(𝑥)−min(𝑥)
 , where min(x) represents the 

minimum of the characteristic vector, max(x) is its 

maximum and  𝑥̅is the average of the characteristic 

vector 

 Standardization (Z-score normalization): 

x’ = 
𝑥−�̅�

𝜎
 , where 𝑥̅ is the average of the characteristic 

vector and  𝜎 is its standard deviation  

 Maximum Normalization [20]: data after 

normalization are in the range [0,1], and the formula 

is: 

 x’ = 
𝑥

max(𝑥)
 , where max(x) represents the maximum 

of the characteristic vector. 

 

In order to have more accurate results, in addition to 

the initial normalization, a normalization of each 

batch, called batch normalization, can be applied.  

When evaluation metrics show good results for 

training data and poorer results for test data, we may 

face an overfitting problem. This problem refers to 

an over-adaptation on the training data and a lack of 

generalization capacity, so that when the network 

encounters new data, it is not able to make a correct 

prediction. Fortunately, this problem can be avoided 

by using dropout. This technique is a regularization 

approach, which helps to reduce interdependent 

learning between nodes. Dropout, as presented in 

[6], refers to the abandonment of randomly selected 

neurons, which are ignored during training. Given 

that some neurons are randomly disconnected from 

the network; other neurons will need to make 

predictions for the missing neurons. One 

consequence is that the network learns several 

independent internal representations. Using dropout 

increases the accuracy of test data and provides 

network robustness. 

Learning quality is assessed using certain performance 

measures, such as: efficiency, robustness, scalability, 

interpretability, scores and statistical measures, such 

as accuracy, precision, recall and F1 score. For a better 

understanding of these evaluation metrics, we must 

first know what the possible real results are, 

respectively those calculated by the network. In table 

5 the possibilities of these two types of results can be 

observed. [11]. 

 

Table 5. Confusion Matrix (based on [11]) 

 

Real Results  

Positive Class Negative Class  

False Negative 

(FN) 

True Negative 

(TN) 
Negative 

Class Calculate

d Results True Positive 

(TP) 

False Positive 

(FP) 
Positive 

Class 
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3. RESULTS AND DISCUSSION 

 

In this study we used an artificial neural network to 

predict the risk of bankruptcy of a limited liability 

company in Romania, addressing a classification 

issue. Data normalization was done using maximum 

normalization. 

In the image from Figure 2 a schematic view of the 

network architecture can be observed. The model has 

6 layers (5 hidden layers and an output layer) of 

different densities: the first layer has 128 neurons, 

followed by a layer with 64 neurons, one with 32 

neurons, one with 16 neurons and a dropout layer. This 

layer is followed by one with 8 neurons and, last but 

not least, a layer with a single neuron, for the final 

result. The activation function used for hidden layers 

is the ReLu function, and for the output layer, we used 

the Sigmoid function to calculate the probability that 

the limited liability company would go bankrupt. 

The hyperparameters of the network used in the study 

are represented in the Table 6. 

 
Table 1. Hyperparameters of the Neural Network 

in the study 

Hyperparameter Value 

Learning rate 0.0001 

Batch size 512 

Number of training epochs 7500 

Dropout rate 0.2 

 

3.1 Data used in the study 

Data and information about the companies used in this 

study collected by Romanian Ministry of Public 

Finance. The data are those declared by the companies 

in the annual balance sheet for 2018 and 2019, 

respectively. 

The sample consists of 132.784 limited liability 

companies in Romania and contains both healthy 

companies and companies that have gone bankrupt 

prior to the data collection. The data distribution can 

be viewed in Figure 3. 

 

 
Fig. 3. Distribution of Companies in the Sample 

 

 
Fig. 2. Network Architecture used in the experiment
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As can be seen in the figure above, 42% of the 

companies in the sample went bankrupt, which means 

55,887 companies, while 58% of the companies, 

signifying 76,897, are healthy. 

In the neural network we used 18 parameters declared 

by companies, and these are: 
 

X1 = Fixed Assets X9 = Provisions 

X2 = Current Assets X10 = Equity 

X3 = Stocks X11 = Paid Subscribed Capital 

X4 = Receivable X12= Net Turnover 

X5 = Cash and Bank Accounts X13 = Total Income 

X6 = Prepayments X14 = Total Costs 

X7 = Debts X15 = Gross Profit 

X8 = Income in Advance X16 = Net Profit 

X17 = Average Number of Employees 
 

The data were divided into training and test sets. After 

several models to be presented below, we came to the 

conclusion that the best option is for 70% of the data to be 

training, and the remaining 30% to represent the test data. 

To discover the best model, two strategies are 

presented in the literature: "Panda" and "Caviar". The 

two strategies are used to find the hyperparameters for 

which the model has the best results. 

The "Panda" or "Babysitting one model" strategy is 

useful when we do not have the capacity to train a lot 

of models simultaneously or enough computing 

power. In this approach, the performance of the model 

is measured over time and the hyperparameter is 

adjusted based on its performance from the previous 

day. The strategy has been called "Panda" because this 

approach is similar to pandas that have a chick and care 

for it until it reaches maturity. A schematic example of 

this strategy can be seen in Figure 4. 

The strategy of "Caviar" or "Training many models in 

parallel" is inspired by the behavior of fish. In a mating 

season there are a few fish that lay a lot of eggs. Do 

not pay too much attention to any of it, the best resist 

on their own. In practice this strategy is very good 

when there is high computing power. Several models 

are driven in parallel, each with different 

hyperparameter settings. These models generate 

different learning curves: At the end, the model with 

the best learning curve is chosen. A possible scheme 

for the "Caviar" strategy can be seen in Figure 5. 

During the experiments we chose to approach the 

"Caviar" strategy, because we considered it the best 

option. In the table represented in Table 7, we 

structured the results obtained on various 

configurations of the hidden layers and the output 

layer. The training was done for the first time over 500 

epochs, batch size of 512, learning rate of 0.0001 and 

data sharing: 80% training and 20% test. 

 

 
 

Fig. 4. Graph the loss function of a model using the Panda 

strategy 

Fig. 5. Graph the learning curves of the models using the 

Caviar strategy 

 
Table 7. The performance of each model considered, in relation to its architecture 

Number of Layers Distribution of Nodes in Layers Accuracy 

3 16, 8, 1 79.45% 

3 32, 16, 1 75.67% 

4 32, 16, 8, 1 83.54% 

4 64, 32, 16, 1 71.79% 

5 64, 32, 16, 8, 1 84.75% 

5 128, 64, 32, 16, 1 77.11% 

6 128, 64, 32, 16, 8, 1 88.74% 

6 256, 128, 64, 32, 16, 1 85.02% 

7 512, 256, 128, 64, 32, 16, 1 83.79% 

7 1024, 512, 256, 128, 64, 32, 1 75.18% 

 



 

217 
 

Table 8. The results of the best three models 

 
Distribution of Nodes in Layers 

128, 64, 32, 16, 8, 1 256, 128, 64, 32, 16, 1 64, 32, 16, 8, 1 

The number of epochs Accuracy 

500 88.74% 85.02% 84.75% 

1.000 90.16% 86.23% 85.39% 

3.500 91.67% 89.45% 87.22% 

5.000 93.90% 91.11% - 

7.500 94.48% - - 

 

Next, we chose to train the best three models: 

 six layers (five hidden, plus the output one) and the 

distribution of nodes: 128, 64, 32, 16, 1 

 six layers (five hidden, plus the output one) and the 

distribution of nodes: 256, 128, 64, 32, 16, 1 

 five layers (four hidden, plus the output one) and 

the distribution of nodes: 64, 32, 16, 8, 1 

The results on several training epochs are present in 

the table in Table 8. 

After discovering the best architecture, we did other 

experiments. In them, we adjusted the data sharing 

ratio between training and test data. The results 

obtained over 5000 epochs can be viewed in the table 

in Table 9. 

For the 70-30 configuration we trained the network 

with 10,000 epochs, the performance of the model 

being illustrated in the table in Table 10. 

For the model used in this study, we obtained a loss of 

0.0838 for the training part and 0.1295 for the test. 

Out of the desire to offer as much robustness to the 

network as possible, for the model that had the best 

performance, er tried to experience what happens if we 

add a dropout with a rate of 0.2. 

In the table in Table 11, you can see the difference in 

performance between the architecture of the best 

model and the same architecture with a drop of 0.2 

added between the layer with 16 and 8 with neurons, 

the training being done for 5000 epochs. 

 
Table 9. Results on the same model, but with different data 

distribution 

Training-Test Data 

Report 

Training 

Accuracy 

Test 

Accuracy  

90% - 10% 91.61% 79.95% 

85% - 15% 93.35% 87.95% 

 80% - 20% 94.02% 89.63% 

75% - 25% 94.25% 90.47% 

70% - 30% 94.48% 92.03% 

65% - 35% 94.55% 90.51% 

60% - 40% 93.23% 89.78% 

 
Table 10. Performance of the best model without dropout 

Parameter Train Test  

Accuracy 96.79% 95.67% 

Precision 95.61% 92.36% 

 Recall 97.32% 95.92% 

Table 11. Comparison between the model with 

and without dropout 

Metrics 
Without 

Dropout 
With Dropout  

Loss Train 0.1034 0.0864 

Loss Test 0.1587 0.1514 

 Accuracy Train 94.48% 96.83% 

Accuracy Test 92.03% 94.48% 

Precision Train 94.86% 95.41% 

Precision Test 89.74% 90.44% 

Recall Train 97.08% 97.64% 

Recall Test 94.27% 94.70% 

 

From the table above it can be seen that both the 

robustness of the network and the other performance 

evaluation metrics have improved. For the architecture 

presented above, we did a training of 10,000 eras. 

Performance can be seen in the table in Table 12. 
 

Table 12. Performance of the best dropout model for 

10,000 epochs 

Parameter Train Test  

Accuracy 97.67% 96.27% 

Precision 96.70% 93.39% 

 Recall 98.17% 96.48% 

 

For this model, we obtained a loss of 0.0634 for the 

training part and 0.1213 for the test. 

As an application for the bankruptcy prediction 

problem, we built a software product that is using our 

best model (its performance is illustrated in Table 12) 

to predict the probability of bankruptcy for Romanian 

companies (the illustration for this functionality can be 

seen in Figure 6). The application is build using 

Python’s Django web framework and it allows its 

users to view nationwide reports regarding the 

economic situation of Romanian companies. Users can 

also compare companies form the same national 

classification of economic activity.  
 

 
Fig. 6. The application Bankruptcy Prediction Probability 

illustration for a company 
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4. CONCLUSIONS 

 

The main objective of this article was to present a 

classification model using an artificial neural network. 

The desire to anticipate bankruptcy is based on the 

importance of this topic. The success of anticipating 

bankruptcy can have far more considerable 

consequences than we expect. Managing a company 

that notices a high risk of bankruptcy can take steps to 

avoid ruining the company.  

Due to the fact that Machine Learning and artificial 

intelligence enjoy a continuous development, we can 

use these methods to discover new techniques for 

predicting bankruptcy. 

There is some previous research on this field present 

on some other papers, but not for this particular type 

of analysist and especially not for Romanian 

companies. 

The model developed in this study had a high 

performance, because it obtained an accuracy of 

97.67% and a loss of 0.0634 for training data, 

respectively an accuracy of 96.27% and a loss of 

0.1213 for test data. 

A future direction of study could be the creation of 

bankruptcy prediction models using the vector-

supported machine, the decision tree and a comparison 

of the performance of the three different types of 

intelligent algorithms in regression and classification 

problems. 

An improvement would be to study the risk of 

bankruptcy of a limited liability company in Romania, 

considering a history of the company for the last five 

years, respectively external economic factors. 
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